A few scanning tips
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Video Resolution - How much to scan?

For images viewed on computer screens, scan resolution merely determines image size. The bottom line is that dpi means pixels per inch, which means that if you scan 6 inches at 100 dpi (or 1 inch at 600 dpi), you will create 600 pixels, which will display on any screen as 600 pixels in size.

We think of greater resolution as showing more detail, and while that's generally true (within reasonable limits), it's because it makes the image larger. But we are always greatly limited by our output device, and often cannot take advantage of maximum resolution. The images are huge, and our screens are simply not large enough.

If you don't know your screen size, then the Windows - Start - Settings - Control Panel - Display icon - Settings tab will show or change it. Or on the Macintosh, at the Apple Monitor Control Panel.

Popular video screen size settings are:

640x480 or 800x600 
pixels for 
14 inch monitors

800x600 or 1024x768 
pixels for 
15 inch monitors

1024x768 or 1152x864 
pixels for 
17 inch monitors

1152x864 or 1280x1024 
pixels for 
19 inch monitors

Which screen resolutions do most people use?

Vote in a one-click popularity survey of video screen resolution settings

Your web browser reports that your screen size is currently set to 1024x768 pixels (the overall full area of your screen, not just the browser window). 

For Browser window 1366×768 is the suggested size
Therefore, no matter what you look at, your screen always shows 1024x768 pixels (at current setting). For a size comparison, the red image below is exactly 500 pixels wide, meaning that it will always fill 500 pixels of your 1024 pixel screen width (or 500 pixels on any other size screen too).
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If your screen is set to say 1024x768 pixel size, then no matter what you look at, your screen always shows 1024x768 pixels (at that current setting). For a size comparison, the red image below is exactly 500 pixels wide, meaning that it will always fill 500 pixels of your screen width (or 500 pixels on any other size screen too).

500x200

Our monitor screens show pixels directly. Images are dimensioned in pixels, and screens are dimensioned in pixels, and video systems show pixels directly. This may seem pretty obvious, but the point is, it's very important, because it's how it works, and it's all there is to it, and it's good to know that.

You do need to realize that each of us will see this 500 pixel image width at a different size on our different monitor screens. We don't necessarily see the same thing. On the video screen, we may see the 500 pixel image anywhere between 4 and 8 inches wide, depending on our screen size and settings. My 19 inch 1280x960 pixel screen shows this image as 5.6 inches wide, and my 17 inch 1024x768 pixel monitor shows it 6.0 inches wide. A 15 inch monitor set to 640x480 pixels may see it at 8 inches wide, or more. A laptop with 1600x1200 pixel UXGA display may see it at 4 inches wide, or less. Your monitor may show yet another size. That's a very wide size range for the same image on different screens, and it shows that there is no concept of exact size on the screen. We don't all see the same thing.

So it will be quite necessary to forget about inches on the screen, because video only shows pixels, and screens differ in size. The only one correct answer possible about video image size is that every screen will always see 500 pixels as exactly 500 pixels (assuming we view images at 100% Actual size, otherwise it is about other different pixels). Images are dimensioned in pixels, and screens are dimensioned in pixels, and these 500 pixels will fill 500 pixels on any screen, but those same 500 pixels will fill a different area in inches on different size screens.

Inches simply have no meaning on the computer screen, we all see something different. Inches are not defined in the video system. There is no concept of dpi in the video system either. The way video works is that when you set your video settings to say 1024x768 pixels, then that 1024x768 pixels of memory on your video board defines your video system. The programs you use copy your pixels directly into that 1024x768 pixel video memory. One image pixel goes into one video board pixel memory location, one for one. A 500x200 pixel image fills 500x200 of those 1024x768 pixels. Those 1024x768 pixels are output to your screen, regardless of the size of the glass tube attached. Video is only about those 1024x768 pixels (or whatever the current setting is).

Unfortunately, we frequently hear how 72 dpi or 96 dpi images are somehow important for the video screen, but that's totally wrong. Video simply doesn't work that way. Video systems have no concept of inches or dpi. No matter what dpi value may be stored in your image file (like 300 dpi for printing), your video system totally ignores it, and always just shows the pixels directly. The truth of this should be clearly apparent if you simply watch what it does.

Watch what it does, but be aware of the special cases that can confuse what we think we see.

About what we see:

Your photo editor program normally automatically resamples a too-large image to be smaller so it will fit into the program's window size. Then we only see the smaller copy on the screen, new different pixels, not the original pixels. It also provides a View or Zoom menu, we can create the copy any size we wish, without affecting the original data. The window title bar will show the size reduction ratio, as warning that this screen copy is not the real image data. For example, the title bar might indicate we are viewing a copy at 33% size, or it might say 1:3 ratio of real size (1:3 is also 33% size). We only see the actual original pixels when it says 100% or 1:1 size.

A second situation is Page Layout programs (like MS Word, Publisher, Acrobat, InDesign, PageMaker, Quark). These handle images differently than a photo editor. The very least a photo editor can create is a one-pixel image, its purpose is to create images. But these page layout programs have the one purpose to design and print paper documents. The very least that a page layout program can create is a blank page, which at minimum specifies a paper page dimension in inches. This is very different, it is totally about that page of paper (but people get confused about this). We add text and images to that document to fill inches of printed paper. Page layout programs necessarily do show our document on the video screen, but what we see is an image replica of that page of paper. It may have other embedded images filling areas on that paper page, which are resampled very small to fit their allotted space in the image of the full page we see on the screen. Again, we have a Zoom menu to show that image of the page any size we wish.

In both of these cases, we only see the smaller image copy on the screen (different new pixels), but we print the larger image data using the original pixels. Both cases provide a View or Zoom menu, we can show the images at any size we wish on the screen without affecting the original data. The point is that these are not exceptions, because the video system shows these new resampled pixels in the only way it can, directly, one for one. However, the new image size in pixels is not normally specified to us. Every dimension number we see still pertains to the original size data, (or the size on printed paper), but that is not necessarily about the image pixels we see on the screen (unless we view 100% Actual size).

It also means that when you want to evaluate your image critically, be sure to view the image at 100% Actual size (even if you must scroll around on it), so you are seeing the genuine image pixels that will print, and not a rough resampled temporary copy.

The screen is typically larger than our photographs, so enlargement is often used to show a snapshot photo. We often scan at higher resolutions to fill more of the screen. When we increase scan resolution, we get more pixels, so it increases the image size. But a little goes a long way, and there's no advantage in wrestling with overly huge images just to discard most of the pixels when we display them.   So don't scan at 300 dpi or 600 dpi when there's no purpose for it.

Video Resolution - How much to scan?

Set the scan resolution to produce the desired image size.

How to do that?   Very simple.   The term dpi means Dots Per Inch, referring to image "pixels per inch" (dpi and ppi are the exact same thing as related to images, but printer rating dpi is different than image dpi, see Part 3).

(Here is the part you really need to know)

Assuming 100% scaling (Part 2), the meaning of scanned dpi is that if you scan a 6x4 inch photo at 110 dpi, then you will necessarily get an image size of

 (6 inches x 110 dpi) x (4 inches x 110 dpi) = 660 x 440 pixels

which more or less totally fills a 640x480 monitor screen.

Or scanning the 6x4 inch photo at 140 dpi gives

 (6 inches x 140 dpi) x (4 inches x 140 dpi) = 840 x 560 pixels

which more or less totally fills a 800x600 monitor screen.

Or scanning the 6x4 inch photo at 180 dpi gives

  (6 inches x 180 dpi) x (4 inches x 180 dpi) = 1080 x 720 pixels 

which more or less totally fills a 1024x768 monitor screen.

We are not being very fussy about the exact screen dimensions, but you know the size of the area you are scanning (inches), and you know the size of the video image you wish to achieve (overall pixels), so you adjust resolution to get it (dots per inch, meaning pixels per inch). It depends on how many inches you have, and how many pixels you want. That's how it works, that's all there is to it.   Really!

The idea is like this:   Those three scanning resolutions just mentioned would create three different sized images from that one photo that could be shown on three screen resolutions, something like this:
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In real world practice, we are much more likely to scan at round numbers like 100, 150 or 200 dpi (giving 600x400 pixels, 900x600 pixels and 1200x800 pixels, from a 6x4 inch photo) instead of 110, 140, or 180 dpi. See Part 2 about integer divisors, and these may be the only choices the scanner offers anyway. Regardless, the image size you create (pixels) is computed from the inches scanned and the resolution used, as shown above. The image size you want depends on your purpose, how the image is to be used. You scan at whatever resolution is required to create this size from the inches you have to scan. If the image is for the screen, then the computer video system will show those pixels one for one, at that size on the screen. It is as simple as that.

So what is important to determine scanning resolution

to create a certain image size is:

    * How large is the area to be scanned?

    * How large do we want the final image to be?

And the obvious answer is to select a resolution that will scale that input size in inches to that desired output size in pixels.

An example:

You have a 6x4 inch photo portrait, and maybe you want the six inch dimension to fill a 800x600 pixel screen vertically. Then obviously 600 dots / 6 inches = 100 dpi scan resolution is required. 

Exactly 100 dpi, no more, no less. If the overwhelming requirement is that it must fit the screen, a different resolution is simply not a consideration in this case. Scanning 6x4 inches at 100 dpi will produce an image of (6x100) x (4x100) = 600x400 pixels, aligned vertically just fills the 800x600 pixel screen height. 

Horizontally, this 400 pixel image would fill half the 800 pixel screen width, so we could put two of these side by side. However, if it were a 8x10 inch photo, then 600 / 10 = 60 dpi resolution would produce an 480x600 pixel image, which fits vertically, but we would have to crop to fit two of them horizontally.

The point is, we can easily predict the exact results by just looking at the numbers.

The scanner's twain driver will measure and calculate this output image size for us before the scan. Just change the settings to show pixels instead of inches and it will show the final image size corresponding to the cropped Input area in the Preview, which corresponds to the resolution you have specified. Both the Input and Output fields change to inch or pixel units.

[image: image7.wmf]This example scans 6x4 inches of photo at 100 dpi, and creates 600x400 pixels (100% scale is assumed, which is discussed in Part 2). 

Or going the other way, if you want a specific image size, you can type that specific size into the ScanWizard Input window, and the Preview area will change to that size, which you can then center on your image to crop as desired. 

This is Microtek ScanWizard 5, but regardless of which scanner, the idea is always the same. You specify a resolution, and the size of input image (typically by selecting an area with the mouse in the Preview), and these numbers create the specific size of the output image.

So for an image which is to be shown on a video monitor, you choose scanning resolution to get the desired image size. If your purpose was to show it on a 800x600 pixel screen, then you would NOT scan at 300 dpi to get a (6x300) x (4x300) = 1800x1200 pixel image. Images can be resized, but over 3/4 of your total pixels would have to be discarded to fit the screen (what a waste!).

Video Resolution - So what about 72 dpi?

We often hear that we should scan at 72 dpi for the video screen, like it's some kind of magic number.   It's not.   I'd suggest you forget about 72 dpi. We hear a lot of things that just don't stand up well to examination.

There is no way to use notions of 72 dpi to produce a useful result (I bet you already knew that), because video simply doesn't work that way. There is no concept of dpi in the video system. Video systems show pixels, one for one. If you scan at 72 dpi, what you get is 72 pixels per inch of original photo dimension. That may or may not be the size of image you want. Often it is not (even if it were, 75 dpi would be better - integer divisors, Part 2).

The only one possible virtue of the concept of scanning at 72 to 96 dpi is that it will create an image size in pixels that is usually a rough approximation of original size in inches on many common monitors. However it is simply not accurate, the same image will still appear at different sizes on different screens (as stated before).

Even if accurate original size were possible (on paper yes, but it is not possible on the screen), would you even want it? Scan something small at 72 dpi, a postage stamp, or a 35 mm film frame. All you get is a small thumbnail image. Then try 600 or 1200 dpi. See the difference? There is a HUGE difference, and there are many choices, and the previous page showed how to accurately predict precisely what will happen, so you can get any result that you want.

For the screen, scanning at 72 ppi is simply one of many choices, and it produces one specific image size (72 pixels per inch of original). On most screen sizes, scanning at 70 to 100 ppi creates images usually seen as about original size. However, exact original size on the screen is not a valid concept, because screen sizes vary, so any image varies in size on different screens.

There are of course many other size choices than 72 ppi. If 72 ppi is the image size you want on the screen, that's fine, but try scanning at 75 ppi, the scanner can do slightly better (Chapter 9). But if this is not the size you want, then forget about 72 ppi, it has no significance at all.

The loss of the false 72 dpi myth can be pretty earth-shaking for some, so if it's a problem, there is more elaboration about it here and here.

Video monitors are relatively low resolution devices. A 17 inch monitor screen might measure 12.5 inches horizontally. If it is set to 1024x768 pixel screen size, then the image is obviously 1024 pixels / 12.5 inches = 82 dpi apparent resolution in that case (if we had an image 82 pixels wide, it would appear as one inch on that screen). A 15 inch monitor at 800x600 pixels might be 75 dpi. A 14 inch monitor at 640x480 pixels might be about 65 dpi. Other sizes and settings compute other numbers, but most combinations normally used are vaguely in the rough range of 72 to 96 dpi.

This computation is the origin of those numbers, and their only significance. Screens are NOT 72 dpi in any way except this one way, which is not a factor in scanning for the screen (an effect, not a cause). We may compute that apparent dpi number, but the video system had no concept of it. The only important factor is the size of the screen, like 1024x768 pixels, and how your image size fits in those 1024x768 pixels.

The concept of those calculated dpi numbers has little significance to scanning. Neither the video driver nor the video board has any concept of screen size in inches, and therefore dpi can have no meaning for the images either. We can compute that apparent dpi number, but again, the video system had no concept of it. The video system does not use those numbers, video simply shows those 1024x768 pixels directly. You can scan at that computed dpi number to show actual original size on that one computed screen, but that's generally pointless, because this image size (in inches) would not be the same on a second monitor, screens vary in size.

This section is about video screens. Screens only show pixels, directly, and screens vary in size. This is an extremely important and fundamental concept. You won't make much progress without it. And the best part is that the right answer is extremely simple, the whole story is here. See how to use it on the next page.

Video Resolution - How much to scan?

The useful way to think of video resolution is that our screens show a specific area of pixels, which is adjustable to be 800x600 pixels or 1024x768 pixels, and other sizes too. Therefore, to fit an image onto this screen area, the only number that is important to describe video images is the X by Y image size in pixels, like say 400x300 pixels. For video screens, it is unimportant if that 400x300 pixel image was scanned at 72 or 972 ppi, if the original areas were such that that the screen dimensions come out 400x300 pixels either way. This is very simple.

On the screen, resolution determines image size, not quality (printing is the opposite).

The scan resolution is your choice, and it determines the image size created (in pixels), from whatever content you want to show in that image. But once the image is created, all that is important to the video system is the "X by Y" image size in pixels. Knowing this image size, we can judge how much of our screen it will fill.

A 400x300 pixel image will always fill 400x300 pixels on any screen, but this same image will look larger on a 640x480 pixel screen (will fill more of the 640x480 pixels) than on an 800x600 pixel screen. It will be smaller yet on a 1024x764 pixel screen (400x300 will fill less of the 1024x768 pixels). Larger or smaller meaning that it fills more or less of the total screen area, but it is always 400x300 pixels on any screen. The percentage of "fullness" of image size varies with screen size. Don't let this be hard.

More examples:

If we intend to scan a 0.5 inch width and want to create an image with 1000 pixel width, then we need to scan at (1000 pixels / 0.5 inch) = 2000 dpi (good luck, this is quite extreme, unless we are scanning film). Or if we will scan an 8 inch width and need an image with 400 pixels of width, then we scan at (400 pixels / 8 inches) = 50 dpi. Remember that "dpi" is Dots Per Inch, meaning pixels per inch.

It's still a hard question however. What size do we want? Are we scanning to fill a quarter of a 640x480 pixel screen, or to totally fill a 1280x1024 pixel screen? Only you can answer questions about your purpose.

But if scanning for the web, keep in mind that many people (still about 25% of them) use 800x600 pixel screens, whether you do or not. So, it is a very good idea to switch to 800x600 pixels and check your own web pages.

I hope everyone will always test for themselves the various ideas about getting better results. For example, speaking of tiny images, some suggest images are made better by scanning larger and resampling smaller to get the reduced size. Like the high resolution can somehow be retained when we discard the excess pixels? In moderation, this can in fact sometimes help, in some cases. If we want 16 dpi for a thumbnail image of a book cover, then scanning at 50 dpi and resampling to 1/3 size is reasonable for reasons concerning resampling. But scanning at 300 dpi and doing an extreme resample to 1/10 size is hardly reasonable, it becomes pointless.

Opinions vary, and this is a subject that we will keep coming back to. It is a popular claim that we should scan at only even divisors like 75, 100, 150 or 300 dpi, and then resample the image to be smaller to get the final size. This idea claims that elaborate image programs (like Photoshop) can do a better resampling job than the scanner can.   More on this later, but I have to agree, sometimes it can.

Wrestling with the huge images probably builds our fortitude and character, but it's probably best to just scan to get the image size you need in the first place. And it's so practical.

However (there's always a however <grin> ), it is true that if the image might be resized after the scan, it's always much better quality to resize to reduce the image size rather than to resize to increase the image size. If you aren't sure what your future intentions for the image might be, and won't be able to scan it again, then it's probably best to err on the large side (if storage space allows, up to reasonable amounts anyway). Resizing to be smaller discards excess pixels. But resizing to be larger must create (or fake) new interpolated pixels which were not in the original scan. There is no additional detail possible in interpolated pixels, even if the image is larger. The results are not at all the same as scanning at the higher resolution.

Memory cost of images

Large images consume large memory and make our computers struggle. Memory cost for an image is computed from the image size. For a 6x4 inch image at 150 dpi, the image size is calculated as:

  (6 inches ? 150 dpi) ? (4 inches ? 150 dpi) = 900 ? 600 pixels

900 ? 600 pixels is 900 ? 600 = 540,000 pixels.

The memory cost for a RGB color image is:

  900 ? 600 ? 3 = 1.6 million bytes.

The last "? 3" is for 3 bytes of RGB color information per pixel for 24 bit color (3 RGB values per pixel, 8 bits each, 8 bits per byte).

Different color modes have different values.

Image Type
Bytes per pixel

1 bit Line art   

1/8 byte per pixel



(1 bit per pixel, 8 bits per byte)

8 bit Grayscale   

1 byte per pixel

16 bit Grayscale   

2 bytes per pixel

24 bit RGB   

3 bytes per pixel

32 bit CMYK   

4 bytes per pixel

48 bit RGB  

 6 bytes per pixel

About Megapixels

Most programs will show the memory size for the specified image. You may notice a little discrepancy from the number you calculate. This is because "megabytes" and "millions of bytes" are not quite the same units.

A million bytes is 1000x1000 = 1,000,000 bytes, powers of 10, or 106. 

But binary units normally are used for memory sizes, powers of 2, where 1K is 1024 bytes, and a megabyte is 1024x1024 = 1,048,576 bytes, or 220. So, a number like 10 million bytes is (10,000,000 / 1.048) = 9.54 megabytes. One megabyte holds nearly 5% more bytes than one million, so there are about 5% fewer megabytes.

Notice that when you increase resolution, the size formula multiplies the memory cost by that resolution number twice, in both width and height. The memory cost for an image increases as the square of the resolution. The square of say 300 dpi is a pretty large number.

When people ask how to fix memory errors when scanning at 9600 dpi, the answer is to use 300 dpi if you don't have 8 gigabytes of memory. But line art of 8x11 inches at 600 dpi is "only" 4 megabytes, and is very realistic.

Scanning any 6x4 inch photo will consume the amounts of memory shown in the table below. I hope you realize that it rapidly becomes impossible

Scan

Resolution 6x4 inch

Image Size

(pixels) Pixel

Count Memory size in bytes

Color Gray Scale Line art
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When we double the scan resolution, memory cost goes up 4 times. Multiply resolution by 3 and the memory cost increases 9 times, etc. So this seems a very clear argument to use only the amount of resolution we actually need to improve the image results for the job purpose. More than that is waste. It's often even painful. Well, virtual pain. <grin>

So when IS there any advantage of 300 dpi?

Don't take me wrong, there are indeed lots of specific reasons to scan at 300 dpi, or even 600 dpi:

I've been suggesting that 300 ppi is excessive image size for video screens, but don't take me wrong, there are indeed many specific reasons to scan at 300 ppi, or even 600 ppi, even if the screen is not likely one of them.

 300 ppi color or grayscale images are both expected and sufficient for commercial prepress purposes, assuming glossy magazines at 150 lpi, scaled to final size on paper (Chapter 6). The absolute highest quality art books or annual reports might benefit from 400 ppi. Newspapers are happy with 150 to 200 ppi images, at final size.

Photo quality inkjet printers want 250 to 300 ppi images (scaled to final size), but anything over 300 ppi is a real stretch of the imagination. Improved detail at up to 300 ppi is sometimes detectable on the sharpest images, and I often aim for 300 ppi. It's a very subtle difference, and even when not imaginary, it is lost altogether if viewed at arms length. 240 ppi is typically fine, and 150 ppi is enough for plain paper, or very large images, and sometimes for less sharp snapshot images too.

Printing line art mode is a common reason for using 300 ppi. Fax is 200 ppi line art and it's usually insufficient quality. We need 300 dpi, and printing line art images at 600 ppi can be optimum. For line art, it is indeed appropriate to scan to match the dpi resolution of your printer (I said line art, I intentionally excluded Color and Grayscale). If your commercial output device has 1200 dpi or 2400 dpi capability, then even interpolated resolution can be helpful for line art to reduce the jaggies (however there is normally no real benefit beyond 800 or 1200 ppi). In my opinion, interpolated resolution is only useful for line art (see Chapters 10 and 13).

300 ppi line art for OCR of course, almost always. Perhaps 400 ppi is better for the smallest text, but excessive ppi can be detrimental to OCR accuracy. More about OCR in Chapter 10.

Enlarging a scanned image to print twice as large on the printer will require doubling the normal resolution. Printing three times size needs 3X resolution, for example, scan at 600 ppi, scale to print at 200 ppi for 3X size. There are some serious IFs and BUTs concerning this, and there is more about it in the next chapters.

When scanning a small postage stamp sized area for the purpose of enlarging it. This also applies to scanning small film. 35 mm film needs to be scanned at 2700 ppi to print 8x12 inches at 300 ppi (9x enlargement). Scanning any one inch square of a photo print at 300 ppi will produce a 300x300 pixel image. Scanning it at 600 ppi gives 600x600 pixels. 600x600 is still not a large image and the larger size may be needed. This certainly does not imply that a photo print necessarily contained that much actual detail, probably it didn't, but the size is there, and sometimes we want size for the sake of size.

Scanning at high resolution, typically 2X the actual requirement, is a standard tool to eliminate moiré interference patterns when scanning images from printed material (books, magazines, newspapers, postcards, more in Chapter 12). There are other methods too, like the Descreen filter in the scanner's software.

A graphic artist doing extensive pixel level editing may want to keep all the parts very large until complete (better buy more memory).

Perhaps for archival purposes of important images, when all the future uses for the image may not be known now (better buy more disk).

You want to brag to your buddy, "Hey man, my image was 100 megabytes, and the swap file hasn't stopped yet!" <grin>

And of course, there are very many cases when 300 dpi would be inappropriate too. It depends on the requirements of the job. Instead of the above list, most of us will typically be scanning color photos for video or printer. Normally we would use about 75 to 200 dpi. Perhaps 200 dpi for printing on photoquality printers, and more likely 100 to 150 dpi for video monitors, and much of the time, 300 dpi would be unnecessary overkill and waste and pain. But it's not without exception, and the most common exception would be to create large images for high quality printers (more in Basics Part 3).

I would suggest that 200 dpi is normally HIGH scanning resolution. You must ask yourself "What am I going to do with this image?   What does the output device need?   Can it make use of a huge image?".   Except for a few special purposes, and except for Line art, more than 200 dpi can often be pointless and painful, because our output devices are not likely to be able to use more.

Part of my goal here is to point out to newbies that it is quite reasonable to scan photo prints at "as low as possible" resolution, instead of "as high as possible". "Possible" depends on the job to be accomplished.

We will speak about graphic file formats later in Basics Part 9, but I would be derelict in my duty if I did not offer my opinion that it is absurd to scan a huge image supposedly "for quality" and then archive it in JPG format so the file will be small. These are conflicting goals, you either want maximal quality, or maybe not in every case. See Part 9 for advice about NOT storing your only master copy as a JPG file. JPG format is wonderful for many purposes, but archiving maximum quality is not one of them. A printer file may be an exception, and certainly web pages and email are exceptions, but I did use the word "archive" above. You would make compressed copies for purposes where size matters more than quality, but you would keep your one valuable master copy squirreled away somewhere safe as a TIF file. Each concept does have its purposes, but it doesn't make sense to use a huge but low-grade image for your master copy. You can't have both, it's a law, and they will get you. <grin>   It is a very common mistake, but you'll either want the best image, like archive quality, or a small file, like for email or a web page.

The best way to reduce file size is to reduce resolution to a useful amount.

If you do have a good reason to work up near 300 dpi with color images, you'll want a lot of memory. A 300 dpi 8.5x11 inch color image is 25 megabytes!

Printing Resolution

Printing acts the opposite of video in almost every way.

Image program and printer driver options can cause results to vary. The software may have various options to make the printed size be different, to fill the page for example, or to scale the image. It is difficult to specify exactly what will happen in every case, but if it isn't going well, look for some obscure option setting affecting print size.

In most programs like Photoshop or PhotoImpact or PhotoDeluxe, the scans are printed at real size. That is, if you scan a 6x4 inch photo, and then select the menu FILE - PRINT, it will print 6x4 inches on the paper too. Resolution does NOT determine image size on the printer as it does with video. The size of the original scan area determines printer image size. Lower resolution can look fuzzy, and higher resolution may look better, but the printed size will be the same at any scan resolution (scaled resolution is something quite different, discussed below). Printed resolution works like we think of resolution, as increasing image detail instead of image size. But even so, like video, there are limits; we are still very much limited by the capabilities of our output device.

Printed pages are normally a standard size defined in inches, 8.5 x 11 say, so printed image size in inches is very meaningful too. The printer driver will try to print the image at its original size in inches, unless told otherwise. Conversely, video screens don't care about inches. If you have a 400x400 image, video monitors will show it as a 400x400 image (unless the viewing software's goal in life is to make it fit or fill the screen, etc). Notice that both techniques do maintain the same relative size of the image to the total size of the page or screen.

To print images at the actual original size on the paper, the value for resolution entered into the scanner's TWAIN driver is both the scanning resolution and the printing resolution (assuming 100% Scale Factor). The same resolution (same dots per inch) is what makes the image print at actual real size. Scan and print, that's about all there is to it, unless your printing software interferes with its own notions about how it should be done. TIF and JPG image files store this resolution number in the file for later use (GIF files do not), and good applications will honor it. Some applications do not.

But when we want to print the scanned image at a different size on the paper, there are special techniques and concerns for scaling the image size. Since this is the norm instead of the exception, we'll give it special attention here. Scaling is a word that means stretching or shrinking the image to fit a specified area, and it is accomplished by simply changing the value of the number used as resolution when the printer calculates the spacing of the dots on the paper. Nothing else happens, except that the size of the printed image changes. It's a simple operation, but the concept is a little abstract. It's much harder to explain than to do. I'll spend some time on it if you're interested in the whys of it. Don't let all my words scare you away, that's just my own shortcoming, and scaling is really quite easy.

Scaling is an extremely important working tool for printing. There are two ways to scale an image, either during the scan, or after the scan. 

Scaling to print a different size

(All you really need to know about scaling)

The practical way scaling is used AFTER the scan is this:

    * We have an image we want to print.

    * It has a size in pixels, perhaps 1200x800.

    * We want to specify a printed size in inches.

    * We specify a scaled resolution to accomplish that.

Resolution dpi = (pixels of length) / (inches of length)

Suppose our image is 1200 pixels wide. Contemplating printing it, we see that we could print this image at several different sizes, simply by changing the scaled resolution:

    * 1200 pixels / 11 inches = 109 dpi

    * 1200 pixels / 10 inches = 120 dpi

    * 1200 pixels / 9 inches = 133 dpi

    * 1200 pixels / 8 inches = 150 dpi

    * 1200 pixels / 6 inches = 200 dpi

    * 1200 pixels / 4 inches = 300 dpi

    * 1200 pixels / 3 inches = 400 dpi

You get the idea, the light bulb should be on. This is scaling, the easy way. Given the available image size and the available printer's resolution needs and capability, you pick the best choice for your purpose, balancing resolution against image size. And to do that, if you want 200 dpi on paper, you simply declare to the image "You are 200 dpi now, Shazam!".

But how do we actually make it be 200 dpi?   Easy.   Just lie about it.   Cross your fingers, and tell the previously scanned image: "Even though your image size is still the same as it was, 1200 pixels, those pixels were really scanned at a different resolution than you first thought, honest, cross my heart." It is still the same 1200 pixel image, it does not change at all on the video screen. But when we print it, the new resolution number is used to calculate the spacing of the pixels on paper, and the image comes out the new size on paper, 6 inches at 200 dpi.

Because, if we really had honestly obtained this 1200 pixel image by scanning at 200 dpi as we now claim, then the original would have to have been 6 inches in size. That would have been the only answer possible for its real size.   6 x 200 = 1200.   The image program has a menu to specify print resolution, and the printer driver will honor it by printing image pixels at that spacing on paper. The printer driver does this resizing on the paper, it believes us. It doesn't know we lied, it works with what it has. But let's not call it lying, let's call it scaling. The only thing difficult about this is the guilty conscience. <grin>

Forgive this paragraph's excessive repetition, but let me try to make this very clear, because this technique is very important if you have a printer. You have this 1200 pixel image (long dimension, say, or short side either, just pick the dimension of interest). You want to print that dimension to be 9 inches in size. The way to do that is to see that 1200 pixels / 9 inches = 133 dpi. Therefore you scale the image to 133 dpi with the menu for Resolution. This basically claims that you originally scanned the image at 133 dpi. Whether this is true or not doesn't matter, the image is stamped "133 dpi" now, and the printer driver will honor it. It is important to note that NOTHING has changed except this one number that is stored away someplace. This is just a number to be used for printing later. The image pixels did not change, the image size in pixels did not change, and you will not see any change until you print it using this new number for printed resolution. But since you scaled it to 133 dpi, then it will print at 9 inches, simply because there are 1200 pixels, and 9 inches is how far they will go at 133 dpi.

If you have an old 300 dpi laser printer that prefers 100 dpi images, this 133 dpi image is a bit more than is useful and pixels will be discarded, but it will print at 9 inches. If you have a printer that wants 250 dpi, 133 dpi is not enough pixels to be maximally sharp, but it'll be fair quality, and it will be 9 inches. You wanted 9 inches, remember? And so for this 1200 pixel image, 133 dpi is the only choice, because 1200 / 9 = 133.

What do I mean by the printer "prefers" 250 dpi? That's just my way of saying that on this specific printer and paper combination, you can see quality losses if you print images with less resolution, and cannot detect quality gains if you print images with greater resolution. It is the practical optimum resolution for this printer/paper combination. 250 to 300 dpi is the right ballpark for today's better photo-quality inkjet printers in the best mode on the best glossy paper.

Another way to select a choice is that if your printer prefers 240 dpi, then 1200 pixels / 240 dpi = 5 inches. If you want 240 dpi,then it simply is not optimum to print it larger. So in this case (image is not large enough), you must decide on either quality or size.

But often a little compromise works out very well. 180 dpi will look pretty fine, especially if that's all the pixels that you have.

For example, digital cameras... These are still in their infancy, and one of the biggest problems is that they produce relatively small images. These images are sized for the video screen instead of for printing. Larger images would require a few million more pixels in the CCD cells, and the affordable technology is not there yet. But printing usually requires more pixels, and all of the scaling rules are applicable to any image, including those from digital cameras. Therefore, if your camera makes an image that is 1024 pixels in length, and if you want to print it at 10 inches in length on paper, then that is obviously only about 100 dpi. Some users will judge these 100 dpi prints to be "great", but they are not, and a 200 dpi image scanned from film will be noticeably better in quality when printed on photo-quality inkjets.   Pixels do count.   The largest digital camera images are rather limited in maximum printed size.

In general, if we want increased printed size, then we either use less printed resolution or we need a larger image. If we want increased resolution, we need either a larger image or a smaller printed size. Notice that the term "larger image size" keeps coming up? That means more pixels, and having lots of pixels is important for printing large images (and typically is not so useful for the video screen). The image to be printed large will appear GIGANTIC on your video screen, 2 or 3 times useful size.

It is mathematically impossible to print this 1200 pixel image to be 10 inches at 200 dpi. We would need a 200 x 10 = 2000 pixel image for 200 dpi at 10 inches.   Yes, we could resample it larger and make the numbers work, but that's no solution at all, because it does not add detail from the original image. It's the same effect as simply scaling to print at a lower resolution, except with more manipulation and complication and quality risks.   Instead, we need a larger scan.

Notice that it does not matter now what original scan resolution produced this 1200 pixel image. Perhaps the original scan was an 8 inch original scanned at 150 dpi. Or maybe 1 inch of film scanned at 1200 dpi. Or 1/2 inch of film at 2400 dpi. It simply doesn't matter now, this image is 1200 pixels in length. Probably more scan dpi would have been better for a large printed image, to have more pixels now. Maybe we chose the original resolution specifically and wisely for this printing purpose, or maybe we didn't, but now this image size is what we have to work with. All that matters now is that we have some pixels that we want to transfer to paper. The only question is how far apart we want to space those pixels on paper, that is, how large do we want the image to be?

Notice that scaling an image to print at 200 dpi specifies the resolution of the image. You still set your inkjet printer to print at its maximum resolution, 600 dpi, 720 dpi, 1440 dpi (more in Part 3). But you tell the image that you want 200 image pixels printed on paper.

I hope scaling is clear, it's fundamentally important for printing.

Using the scanner's Scaling Factor Field

Now, explaining the optional second method, the use of the scanner's scaling control during the scan (the previous page described scaling existing images AFTER the scan).

The principles of this and the previous method are exactly the same, and it is the same simple arithmetic. The only difference is that the scanner's Scaling control is a calculator to help us with the arithmetic, and I will try to explain how it is used. In commercial practice, often the image has only one specific purpose, like to be printed in a particular magazine, with the size and dpi requirements being known exactly. For that kind of specific purpose, then the method described here can be of help with the arithmetic.

I usually instead do the arithmetic manually, as previously described instead. If I know I want a 3 inch printed image size at 300 dpi, then I just make sure I scan to create a 900 pixel image size so I can scale it. But that is not the only way.

Using the Scanner's Scaling Control

This may come as a surprise, but the resolution entered into the scanner software is NOT the scanning resolution. We actually enter the printing resolution there.

If the scaling factor is 100%, then the scanning resolution is 100% of the printing resolution, therefore they are the same numerically, and it is OK to think of it as the scanning resolution. If we scan at 300 dpi at 100%, it scans at 300 dpi x 100% = 300 dpi. But this equality is only true at 100% scaling. At 100%, the image is also scaled to print at 300 dpi, and that is the main idea.

If we change the scale factor to say 50%, then the specified 300 dpi resolution is still the printing resolution. However, the scanner will now scan at 50% of that 300 dpi value, or at 150 dpi scanning resolution, to create the right number of pixels to print half size at 300 dpi. The indicated Output size in inches at 50% is half size of the original. That output image will be scaled to print at the specified 300 dpi, we asked for that. If you change the scaling away from 100% for printing, then this effect is what you will see, how it works.

So, if it is desired to scale the image's printed size during the scan, do NOT change the scanning resolution setting like you would to change size on the screen. It does not work for printing, you'll always get the same printed size at 100%. To use the calculator, leave the scanner's resolution setting at 200 or 300 dpi, whatever is appropriate for your printer, and instead use the Output Scaling field to modify the output size. Some film scanners call this field Magnification, enlarging the film size by perhaps 1000% or 2000% when printed, but flatbed numbers are normally smaller, maybe 50% or 200% (half size or double size). The scan resolution will be calculated and the image scaled to this size change at the specified printing resolution for the printer.

[image: image8.wmf]This Microtek Setting Window shows we are scanning a 4x4 inch photo area, and scaling by 200% to print double size as 8x8 inches at 150 dpi. We know the photo's input area we want to scan, so we set that, probably with the mouse on the preview window. If we want to print at 150 dpi, we set that here for our printer. We know we want the printed image to be 8x8 inches, so we specify a percent scaling factor to get that size. We simply entered the number 200% in the scale factor field to get the desired output size in inches. This 200% then causes the scanner to double the resolution, to scan at 150 dpi x 200% = 300 dpi. This scale doubles the size of the output image, to have pixels enough to enlarge 4x4 inches to 8x8 inches at 150 dpi.

[image: image9.wmf]There is a risk. If we don't pay attention, we may not be aware of the actual scanning resolution when scaling. The actual calculated scanning resolution is not shown (on most scanners), and we might exceed the scanner's optical rating without realizing it. We can happily set the resolution to 300 dpi and the scaling to 300% to get the larger image size. The scanner scans at 900 dpi in that case, but we might have a 600 dpi scanner, so it must interpolate to do what we asked. No hand comes out and slaps us, but we exceeded the optical capability of the scanner. Interpolated results won't be as sharp as we expect. We don't have any warning of this, we just have to be careful and realize how it works.

Another factor, this method can end up computing an odd scanning value like 367 dpi, or a similar non-standard value (see integer divisors).

Some drivers scale differently, for example, the Minolta Dual II at right, specifies both the scanning and the printing resolutions, called Input and Output. That's very nice, it will always scan at the Input value. Output is the scaled printing resolution, and it shows the printed size in inches (you can always scale it differently later).

We think of scaling being for printing and not for the screen, but since scaling affects the scanning resolution, and the number of pixels created, it affects size of an image on the video screen too (screens show pixels). The difference is that for the video screen, you can get the same double pixel size by doubling either the resolution or the scaling. If we look at Output size in pixel units, specifying 4x4 inches at 300 dpi at 100% scale creates the same 1200x1200 pixels as does 150 dpi at 200% scale. The images will look the same on the screen. But the 300 dpi 100% image is scaled to 300 dpi, and prints original size at 100%. Specifying 150 dpi at 200% scale also scans at 300 dpi to create the same pixels, but it is scaled to print at 150 dpi, which will increase the printed image size to double size (200%).

We can scale manually, or it may be easier to have the scanner driver take care of the math, using the scanner's scaling control. We can simply set resolution to 250 dpi (whatever value we use for printing), and set the Output Scaling to some percentage size to create the desired output size. This 200% scaling creates an image that is larger in inches, pixels, and resolution (beyond what was specified). The scanner driver will know what we're asking, and will do the calculations to create it.

The chart below illustrates the two ways to double the image size in pixels of a 150 dpi 4x4 inch scan. We can specify 300 dpi 100%, or we can specify 150 dpi with 200% scaling. Both methods display the same size on the monitor, but only the second way will print at 200% size.

[image: image4.wmf]
Now, don't make this difficult just because I am. 

It really is pretty easy, and the point belabored here is that the scanner does exactly the same thing either way. Either way, the scanner actually scans at 300 dpi and creates the same 1200x1200 pixel image from a 4x4 inch input area. That is the scanning resolution actually used. Conversely, the output resolution number is just a note or comment that is carried along with the image. This is the scaled resolution, or the printing resolution, and it is just a number, a numerical value, nothing more. It only matters to the printing software, to tell it how to size the image pixels on that output device later. The lesser resolution number will print larger, because 150 dpi will print dots (pixels) twice as far apart than does 300 dpi (the centers of the pixels are twice as far apart, therefore the pixel's size is twice as large). 300 dpi dots are closer together than 150 dots to the inch, so the same 1200x1200 pixel image prints smaller at 300 dpi than at 150 dpi.

So there are two concepts of resolution when scanning for the printer. I'll call them scanned resolution and scaled resolution.

Scanned resolution is what creates the actual image size. The original has let's say an area of 4 by 4 inches, that was scanned at some specific dpi resolution, say 300 dpi at 100%, which created an image that is X by Y pixels now, 1200x1200 pixels in this case.

When we print this image, the drivers print the pixels on the paper at the spacing determined by the scaled resolution, that is, 300 dots to the inch in this case, if it was not changed, and if it was 100% scale factor. So the printed image size comes out as 1200 pixels / 300 dpi = 4 inches. Our image is printed the same size as the original, 4x4 inches (because scaled and scanned resolution are equal at 100%).

If we had originally scanned 4x4 inches at 150 dpi 100%, we get 600x600 pixels, and printing at 150 dpi gives the same 600 pixels / 150 dpi = 4 inches, the original size again (100%) but with lower printed resolution.

So changing scanned resolution will not change the printed image size. But changing scaled resolution certainly will, that is its purpose.

Scaled resolution is what I am calling that resolution number that we enter for the scanner (seems backwards, but it's not). This number is used to determine the pixel spacing on paper when printed, and therefore determines the actual size of the printed image. We can scale the resolution when we scan, which increases the scan resolution so when we print it twice as large perhaps, we'll have plenty of pixels. Scanned resolution is that entered number multiplied by the specified Scale factor, most often 100%, and is the dpi resolution of the scanner samples.

A 100% scale factor means the scanned and scaled resolutions are the same. Therefore our scans will print at the original size (if our printing software doesn't meddle with its own notions). But if specifying 150 dpi with 200% scaling, it doubles the actual scanned resolution. Twice more is used (300 dpi) than is specified, which makes the image larger, in the sense that 1200x1200 pixels is larger than 600x600 pixels. So 300 dpi is the scanned resolution, what the scanner actually does, and 150 dpi is scaled, how it will print. The point is that the remembered value of resolution (for printing later) is the specified value, 150 dpi. This is the scaled resolution that makes the printed image print twice as large, large in the sense of inches.

We can always scale at any later time after scanning, assuming we originally scanned the image large enough to have sufficient pixels available to get a decent printed image. If we were to print this 300 dpi image above (the same exact 1200x1200 pixel array) later scaled to 150 dpi instead, the printed image would be 8x8 inches, double size. That is called scaling too, we have scaled the image to 200%. It prints 200% larger, because the same pixels are printed farther apart, only 150 to the inch instead of 300 to the inch. This way is my preference, it seems easier to take the direct route, probably just a matter of having full control of all details.

There is no particular magic or mumbo-jumbo in these dpi numbers and scaling factor. One is the scanning resolution and one is the printing resolution, and at 100% scale, they are the same. What we enter and see is the printing resolution.

One should keep in mind that scaling is intended for printing. The scaled dpi resolution of an image has no meaning to the video drivers, it is ignored. Only the image dimensions in pixels has any meaning to the video monitor.

Resampling

Resampling is very different from scaling.   Resampling changes the image size in pixels. It does not change image resolution (which at this point is just a number used for printing). Resampling is the only tool we have to change the video size of an image, but resampling is not typically used to affect the size of images to be printed.

Resampling is a drastic procedure that actually recalculates all of the image's pixel data values to produce a different size of image. For example, resampling may resize an image from 400x400 to be instead of size 300x300. The same picture in the image will fit into only 3/4 the number of pixels of width or height. That means in any row of pixels, any feature of detail (a face, an eye, a mountain) now has only 3/4 as many pixels across it as before. It's simply a smaller image, and it's smaller on the video too. But to place fewer pixels across the same image, resampling has to recalculate the RGB color and location of every pixel, to create NEW pixels on a NEW dot grid pattern to attempt to preserve the detail in the original image. Each row of the image grid is reduced to only 3/4 the number of original pixels, and each column has only 3/4 the number of original pixels, making the total area have only 9/16 (56%) of the original number of pixels (in this case). The two images contain 400x400=160,000 pixels, and 300x300=90,000 pixels. So resampling can change the image size and the file size radically, which is of course the only purpose for doing it.

Resampling is just interpolation (remember calculating intermediate values from trig and log tables?).   We normally reserve that word for resampling to a larger image, however it's the same recalculation process either way, to a different grid spacing. The only difference is that reducing image size discards data and detail (replaces many dots with a few, sometimes called downsampling), and increasing size to a larger image must fabricate additional data (replaces a few dots with many, sometimes called upsampling). The image is simply larger, but no additional detail is possible without another scan of course.

The bear 

[image: image10.wmf]
This is the image we are resampling, it's a polar bear in a snow storm. It's a little fuzzy, but work with me on this. It's divided into 4 black intervals and 3 red intervals, to suggest the old 400x400 grid and the new 300x300 grid on the same image. The 400x400 image is actually 1/3 larger physically, they are NOT the same size, but the abstract concept here is that the pictorial image is the same, the polar bears head looks the same in both picture frames, and in particular, on both grids.

Basically what resampling does, is that in order to create a RGB color sample for every dot position in the new 300x300 grid, say the one blue pixel (don't ask!), which is located 67% over from the left edge and 33% down from the top, the software goes to the corresponding location in the old 400x400 grid data, to the 67% X and 33% Y position of that image, and "resamples" or reads the RGB color there. The old 400x400 grid possibly has no pixel exactly at that precise location, because obviously the two grids cannot be aligned, but there are nearby real neighbors of that imaginary point from which to sample the color value.

Not all pixels in the larger old image will necessarily be sampled, because downsampling means that many old pixels are discarded, the limited number of new pixels have no need to look at all of them. Or when upsampling, some pixels in the smaller old image get sampled more than once when fabricating new pixels that are more densely populated. Meaning much data is simply repeated in the new larger image. It would of course be better to go back and resample the original photograph (scan it again), but it must not be available now (or we would).

Some programs do this resampling calculation better than others. Adobe Photoshop offers these three resampling choices:

1) Nearest Neighbor creates the new pixel simply to be the same color of the one closest adjacent old pixel (fastest, and usually best for hard-edged graphics, but too crude for photo images).

2) Bilinear creates the new pixels to be the color interpolated from linearly weighting the value and distance of the old pixel on either side of the new pixel on the same row. "Bi" repeats this vertically, creating new rows using those new pixels.

Or 3) Bicubic creates the new pixels from the color of two pixels in either direction, using cubic equations to "best fit" the new point within the four existing points. "Bi" repeats this vertically, creating new rows using the new pixels. Calculating millions of pixels is slow work, but our computers are much faster today, and the best methods are not such difficult feats anymore. Bicubic mode is more accurate, important if resampling larger, but it is still interpolation. Calculating new pixels from old data is NOT the same as actually sampling real new data from the original.

People often assume that resampling images to an integer divisor (like to 1/2 or 1/3 size) simply uses only every second or every third sample (nearest neighbor), but that's not often true. This was common years ago when computing power was primitive and it was all the hardware could manage then. It is still the best technique for resampling graphics, because otherwise resampling by blending two pixel values together creates a new intermediate value which blurs any sharp edges.

Continuous tone photo images are anti-aliased anyway, and are better resampled by using all existing samples. They already exist anyway, available for free. The excess or "discarded" samples can then still have an effect on the final image. If one of those pixels was a black speck, like maybe a very distant bird in the sky, at least maybe we have a gray spot left. The algorithm to resample to 150 ppi or to 153 ppi is normally one and the same method.

However, it is still true that the results can be a little sharper if resampling to an even fraction of the original, when the old grid and new grid are aligned, so a 150 ppi choice may in fact be better than 153 ppi (see next page).

The scanner resamples too

A 300 dpi scanner has 300 dpi CCD cells, and when we scan at 130 dpi, it must resample the 300 dpi scan line to 130 dpi. Some scanners use bilinear and some use nearest neighbor, to resample the scan line horizontally. All scanners must use nearest neighbor vertically, because the carriage motor only stops to sample lines at every 1/130 inch in this case.

Some people claim it is better to always scan at full 300 dpi optical resolution and then resample back to 130 dpi in an external program. Their point is that the program like Photoshop has a better resample technique than the scanner, and your computer has much more memory and processor power than the scanner. Should we do this with a 1200 dpi scanner too?   Gracious, then don't buy one of those. <grin> That would be a very large image.

Along those same lines, some also claim that we can scan at less than full optical resolution, but that we should scan only at values of full optical resolution divided by integers (1, 2, 3, 4, etc.). So for a 300 ppi scanner, the idea is that we should scan only at 300 or 150 or 100 or 75 ppi, instead of values like 80 or 130 ppi. Many scanners only provide these integer choices. The idea is that an integer divisor makes resampling easier, with better results, because the new grid and old grid are always aligned. We would scan at the next higher integer resolution, and then downsample slightly to the desired size (externally). For example, scan at 150 ppi and resample to 130 ppi size.

Note that 600 ppi scanners have additional integer divisor values of 200 ppi and 120 ppi not available to a 300 ppi scanner. 1200 ppi scanners add 400 and 240 ppi. Even divisors of 2, 4, 8 are likely better than odd divisors like 3 or 5, but any integer divisor is probably better than other values, like 58%. There is indeed sometimes a slight improvement using integer divisors, and you should be aware of the choices available to you. Your results and choice may be affected by how well your image program performs resampling in comparison to the scanner. You should experiment and decide for yourself in your situation. See next page for a sample of these techniques.

But I don't want to stray away from the original point, that resampling is a very drastic change. Every single pixel is torn down and rebuilt. Actually, it's replaced with an approximation of others nearby. With the point being that conversely, scaling is not a change affecting the image pixels at all, it is not even visible until we print the image. Then it affects the spacing of the original pixels on the printed paper. The original pixels are not otherwise affected. This is a rather important distinction.

The book version of this material has the ability to show more samples of scaling, and scaling vs resampling, and the desirability of scaling vs resampling, but images on the video screen are limited in that capability, since scaling does not affect video images.

Scaling is like stretching the image on a rubber sheet. The same rubber molecules are still painted the same color, we didn't change them, but they are farther from their neighbors now. The idea is that we stretch the rubber sheet until we get the pixel spacing optimum for our printer's dithering capability. The pixels won't have space between them. Instead, the printed pixels get larger as we space them wider with reduced scaled resolution. A sample of this in the book version too. But so long as our resulting printed image resolution number ends up roughly equal to the printer's image resolution capability, it still looks fine.   <significant pause>

Resampling is the only option to change image size for the video monitor, but I hope it is obvious that for printing, scaling is the desirable option when we have enough pixels, and that (for whatever reason), any need for resampling should perhaps be contemplated a little first. I am not at all saying resampling is bad. It is a standard basic operation, and short of rescanning, there is no other way to do what it does. I am just saying it is not a trivial operation, and it may not always be necessary.

How much Resolution, Really?

What scanning resolution should we really use?

The scanner can only scan each horizontal scan line at its optical resolution, most likely either 300 dpi or 600 dpi. To achieve our desired final size, say 175 dpi, this image must be resampled, from say 300 dpi to 175 dpi.

How to best do this?

    * Some people claim that we should scan at full optical resolution and resample to the smaller desired size in an external program that is very good at doing it, like Adobe Photoshop.

    * Others claim that we can scan at less than full optical resolution, but that we should ONLY scan at values of full optical resolution divided by integers (1, 2, 3, 4, 5, etc.).   So for a 300 dpi scanner, we should scan only at 300 or 150 or 100 or 75 or 60 or 50 dpi instead of "odd" fractional values like 80 or 120 dpi. A 600 dpi scanner offers more choices: 600, 300, 200, 150, 120, 100, 75, 60, 50 or 40 dpi. We should scan at the next higher integer value, and then resample the image down to the desired size in a good external program.

    * And some say scan at the desired size and let the scanner resample it.

The issue is "Which is better at resampling, the scanner or the graphics software?"

Which scanner?   Which software?

I resisted the notion of resampling after the scan for a long time.   I was using PhotoImpact 3.01, and I favored the last choice, because the results scanning at 110 dpi always seemed to be as good or better than resampling.

However, I recant my opinion now, there is ample evidence that there are indeed differences sometimes, and you should be aware of it. For some critical images, it certainly might make a difference. In your archived master copy images, you may want to eliminate all effects of the scanner's resampling.

Experimentation is always key. Results can vary. It's likely that Photoshop resamples better than the scanner firmware. But Photoshop costs $550, and not everyone has Photoshop. Certainly most of us do not need to pay that much, there are several fine image programs available for under $100. But they do vary, and it is possible the scanner resamples better than some lesser programs, giving opposing results for some.

Let me show you some samples... Some large ones, so it will be clear. These first two were scanned at 150 and 175 dpi. Similar in size, but 150 is an integer divisor, and 175 is not. Frankly, 175 dpi seems to be about worst case. All images had the same USM sharpening treatment. The first two images are not dependent on image programs, but the third will be affected by choice of software.

[image: image11.wmf]
The flower's petal edges in the larger 175 dpi scan are not straight and sharp, an effect that is not seen in the 150 dpi scan. It is most visible on angled edges that are neither horizontal nor vertical. It is perceived as a sharpness issue, but it is more due to pixel jaggies than to sharpness. All images had the same USM sharpening. If you have a 1024x768 screen or more, you can widen your browser to full screen so the first two images are side by side. Or you can narrow your browser window so the images are one above the other, then you can quickly switch back and forth between them with one scroll click.

300 dpi scan (maximum optical on the 300 dpi E3 scanner used), resampled to 175 dpi in Photoshop. This image is in fact better than the 175 dpi scan, as is also the 150 dpi scan. It is not better than the 150 dpi, except that it is larger, important if that is the requirement.

[image: image12.wmf]So there you are. The way I view the results is that the scanned 175 dpi image is not as good as either of the other two. You will have to experiment for yourself and see if you find advantage one way or the other in your situation.

At least we can be aware of the issue.

[image: image13.wmf]
Finding the Resample and Scaling menu options

Image programs vary in what they call the resampling and scaling options.   Sometimes it's a puzzle knowing what the options actually do.

And it is certainly not always very clear that scaling or "dpi" for an already-scanned image affects only printing. I suppose this is because it wasn't so many years ago when printing was effectively the only use for an image.

Several of the programs use either a Constrain File Size option or a Resample Image option (same thing, just in opposite sense) to switch the same Resize box between Resample and Scaling modes. This is the best and most direct method. If the file size varies, then it is resampling, because resampling changes the image size in pixels, and therefore the file size will vary; it simply must, in order to store the different number of pixels.  Selecting Constrain File Size selects Scaling instead, which changes the future printed image size in inches, but nothing else happens until the image is printed. The file stays the same size, no pixel was affected.

Resampling mode also normally provides a way to maintain or change Aspect Ratio, sometimes called Proportion. Aspect Ratio is the ratio of image width and height (the "shape" of the image), and Aspect Ratio normally should be maintained constant or constrained, to prevent proportion distortion (else the objects in your images become short and fat or tall and skinny). Any way to Aspect Ratio will always be disabled in Scaling mode, where it has no meaning. Aspect Ratio cannot be changed without resampling pixels to change the image dimensions.

When resampling, most programs will allow you to specify the choice to change in percent (50% is half size, 200% is 2X size), or to specify the new X and Y image dimensions directly. When resampling, using even multiples or divisors, of 2 or 3 or 4, is often desirable, it sometimes gives better image quality than odd fractions.

Program Resample menu Scaling menu Adobe PhotoDeluxe
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So here's the pop quiz to see if you've got printing down pat. The numbers are intentionally hard too. <grin> The next paragraph needs to be perfectly clear if printing is not to be a mystery.

You have a film scanner, and you scan a 35 mm slide which is 36x24 mm, which converts to 1.42 x 0.94 inches (actually it comes out a little smaller, the cardboard slide mount limits it a bit, but I'll ignore that here, it just gets in the way). You scan it at 1000 dpi 100% scale and get an image size of 1420x940. You expected that, right?   Then you print it, and it prints as 1.42 x 0.94 inches. You expected that too, right?   But that's kinda small, and 1000 dpi is way much for your printer, which likes say 150 dpi best. So you scale the image to 150 dpi by resetting the printing resolution number from 1000 to 150 dpi. Then you print it and it prints at 9.5 x 6.3 inches at 150 dpi resolution. And of course, you expected that too?   It's because 1420/150 = 9.5 inches and 940/150 = 6.3 inches.

Easy, huh?

You could have done this when you scanned the image too. The scale factor was 1000/150= 6.3. Set the resolution to 150 dpi, whatever your printer likes best. Set the scaling factor to 630%, whatever number causes the Output size to show 9.5 x 6.3 inches, or whatever size you want. This is then how the scan will print.

Scanning and printing color prints is exactly the same as film, only the numbers are different. In case this might be causing any concern, I'll say it all again, for color prints:   You scan a 6x4 inch color print at 200 dpi 100% scale and get an image size of 1200x800. You expected that, right? Then you print it, and it prints as 6 x 4 inches. You expected that too, right? But that's kinda small, so you scale the image to 150 dpi by resetting the printing resolution number from 200 to 150 dpi. Then you print it and it prints at 8 x 5.3 inches at 150 dpi resolution. And of course, you expected that too. It's because 1200/150 = 8 inches and 800/150 = 5.3 inches. The size increase ratio 8/6 inches is equal to 200/150 dpi (inversely). For better printers, we cannot go much lower than 150 dpi, or we start seeing less detail. For scanning color prints, we cannot beneficially go much over 200 dpi. So scanning prints is much more limiting than scanning film.

Some scaling problems

Image programs vary. No one program does everything best, they each have different strengths and weaknesses, and you will likely use more than one. Each one handles printing differently. Sometimes the tools are rather strange, and hard to interpret. Simple programs typically do not offer scaling,. but most image programs do provide a menu to set printing resolution. But it is not always clear.

File formats vary too. TIF and JPG image files store this scaled resolution number for printing. The image file knows the size it should print. You can mail your scaled image file to someone, they can print it with menu FILE - PRINT, and it will print at the expected scaled size.

However GIF files do NOT store the scaling resolution number in the file. Nor do Kodak Photo CDs either. But programs must have a number to show for print scaling, and therefore must provide a default number for GIF files. It is often shown as 96 or 120 dpi, dependent only on if you have set Small or Large font size in Windows. Adobe shows 72 dpi, an Apple standard, instead of Windows 96 or 120 dpi. It doesn't matter, this number has no meaning for the GIF file, it is not dependent on the image in any way. It is simply a guess provided when there is no other number given. You are expected to change it. People assume this number is the video resolution, but it is NOT, video has no dpi number (see the 72 dpi arguments in Appendix A). And this is unimportant too, because the resolution dpi of an existing image is used only for printing anyway, it has no other use. The source of this number is simply a kludged constant used by Windows for the purpose of making text fonts be a bit larger on screen than on paper, for better readability (more in Appendix A). It's a number, it's available, and our GIF file needs a number. It's hard to add reason here, but suffice it to say that it is a guess when no resolution dpi number is available, like for GIF image files.

However, this default dpi number will be used for printing GIF file images, probably producing large and unwanted size results. If printing GIF files, you will need to rescale to furnish an accurate resolution number for printing. This should be trivial to do now.

This is a good time to review the different concepts of the word "resolution" in images:

    *

      While scanning - when creating the image, resolution determines the spacing of the pixel samples taken from the original master copy. If we scan a width of 2 inches at 100 dpi, we create an output image width of 200 pixels. This is basically all resolution does, and then the output device takes over.

    *

      While on video screen - Scanned resolution no longer has any meaning other than size. The image width of 200 pixels will occupy 200 pixel positions on the screen, which might be 640 or 800 pixels wide itself.

    *

      While printing - Resolution is just a remembered number from the original scan, and now it is used to determine the printed spacing of the pixels on the paper. 200 pixels at 100 dpi will print as 2 inches width, same as the size of the scanned original. We can scale it if desired, and print it at 200 dpi, producing a 1 inch width, or as 50 dpi, producing a 4 inch width.

      But the printer obviously will have a preference for some particular resolution number that's best for its dithering capability. 100 dpi may not look good if the printer wants 200 dpi. Meaning, this image may not be of sufficient size for such scaling. We can print larger than we have data pixels, not good. Or we can swamp the printer with a huge image, causing a flood of excessive pixels for which it has no use, not good either.

So, how much resolution for printing?

That's dependent on the capabilities of the output device. You always scan for the output device. There is certainly a maximum useful resolution for printing, and it's MUCH LESS than you might think. Printers vary, some are 300x300, 360x360, 600x600, 720x720, or even 1440x720 now. It sounds like we need to scan at those numbers to match it, but that's NOT how it is. This advertised printer resolution is a different concept than the scanner or video resolution we are used to. The printer resolution is referring to addressability of the ink dot, and NOT the resolution of the image. Several printhead ink dots are required to make one pixel image dot. The printer's image resolution capability is much less than the advertised dpi numbers.

Yeah, so how much resolution?

Have patience my friend, we're almost there, honest, cross my heart.   <grin>

Printer Resolution

The video monitor and the scanner have no problem making any RGB color at any pixel, but printers cannot do that. The printer is a very different kind of device, and has very sophisticated ways to kludge a rather crude image.

First, B&W printers   (Color printers next page)

B&W printers do NOT print shades of gray. They use black ink or black toner, and they can print only Black. To simulate gray in graphics, they print halftones. With a magnifying glass, you can see halftones in the images in any book, magazine or newspaper. Halftones are arrays of dots arranged in a grid, say 6x6 or 8x8 to represent each image pixel as a shade of Gray. For dark gray, more grid dots are black. For light gray, more grid dots are white. (More modern methods used for color in magazines vary the size of the dots instead of the ratio of light/dark dots.) The printing graphics software and driver can specify different halftone grid sizes for different effects. For example, a good laser printer might print 600 dpi, or it might print 128 shades of gray, but it cannot do both at the same time. If a larger grid is used, more shades of gray are possible, but less resolution is possible.

For example, some grid sizes for a 600 dpi printer are:

1x1 shows 2 shades (black or white, 600 dpi Line art) **

** 1x1 is not halftones, it is simply called "line art" mode.

6x6 shows 37 shades of gray, reducing image resolution to 600/6 = 100 lpi.

7x7 shows 50 shades of gray, reducing image resolution to 600/7 = 85 lpi.

8x8 shows 65 shades of gray, reducing image resolution to 600/8 = 75 lpi.

10x10 shows 101 shades of gray, reducing image resolution to 600/10 = 60 lpi.

This book is not about prepress, but to quickly mention lpi, the printing industry's term for resolution is lpi (Lines Per Inch), a measure of printed image resolution-like detail. Magazines typically use 133 or 150 lpi images, newspapers are often 85 lpi, and highest quality art books 200 lpi. A "line" is one row of grid cells.

For prepress, or commercial ink press printing, color or grayscale, the rule of thumb for scanning resolution is

Scaled dpi = (lpi x 1.5) x (printed image width/original photo width)

That is the obligatory formula for prepress, we see it everywhere. Lpi is lines per inch, used to create screens for commercial ink press printing. 1.5 is a minimum, and often we see it as (lpi x 2.0) as the upper limit for commercial requirements. 2.0 is the upper limit of usefulness, not a goal. However, editors do often ask for 300 dpi (the theory being that it is better to have too many pixels than too few). If scanning for an imagesetter to create a screen for magazine publication, the lpi formula above is very valid.

Magazines 133/150 lpi - scale to 225 to 300 dpi.

Newspapers 85/100 lpi - scale to 150 to 200 dpi

But most of us are probably not doing that. Normally we don't know any lpi specification for our home and office printing jobs, and lpi is not applicable to them, because our inkjet printers work with a different error diffusion dithering technology anyway. However, reasonable dpi guidelines for scanning for printing will be offered later, so we do know a ballpark number for dpi for our printed images.

This formula's ratio of (printed/original) size also applies to our home scanning resolution requirements. It is needed because if we scan a 300 dpi image, but later expand the image on the printed paper to twice the original size (twice the inches), we would then have only 150 dpi in the larger image on paper. When the printer expands the image, the pixels are farther apart than before. So to double the printed size, and yet maintain 300 dpi for the printer, we should scan at 600 dpi to allow for the size increase, so we still have 300 dpi in the expanded result. That's why the formula above has the multiplier of (printed size / original size).

The standard rule for prepress is that we must scan for the capability of our specific output device, using scanning resolution dpi = lpi x 1.5. The extra 50% is to accommodate the printer driver's resampling when it rotates the halftone screen (hypotenuse at 45 degrees is 1.414 length). A 2.0 factor may give slightly better quality, especially for gray scale images, but most say 1.5 is plenty. 2.0 is an upper limit, a maximum, not a requirement or goal. The right range is 1.5 to 2.0. Lasers and ink presses do use halftones and lpi, but inkjets use a different dithering method.

However, one big problem with lpi is that we cannot find lpi mentioned in our printer's specifications, inkjet or laser, because lpi is not within the hardware. Instead lpi varies however the graphic software and printer driver choose to use the hardware. It is a software issue, to create the halftones above.

There is much uniformity in commercial practice, in that those images are typically sent to 2400 dpi imagesetters to generate screens for publication, and these are very single purpose with known standard lpi requirements. Many magazines use 133 or 150 lpi, for which scanning at 133 lpi x 1.5 = 200 dpi is fine for many cases, but many editors will habitually ask for 300 dpi. 150 to 200 dpi images are enough for printing in newspapers at 85 or 100 lpi.

But at home, we are at the mercy of many different software packages, and we all have a different printer and driver too. This makes it pretty difficult to use the (lpi x 1.5) formula, simply because we do not know it. You can however sometimes see this lpi value in your printer driver or image program options. For example, PhotoImpact indicates 85 lpi for my HP 600 dpi laser printer. That doesn't mean the printer is 85 lpi, it only means that PhotoImpact intends to generate 85 lpi images for it, which is the right ballpark for 600 dpi. But therefore, 85 x 1.5 = 128 dpi would be a good safe resolution to use, and I typically shoot for 150 dpi gray scale images for it because 150 dpi scans well.

That 85 lpi suggests 600 dpi / 85 lpi = 7 cells per inch, therefore a 7x7 halftone grid, with the resulting possibility of 50 shades of gray, which is bearable on a laser printer. The printer specs say 600 dpi and 128 shades of gray, but it cannot do both numbers at any one setting. Typically a middle of the road compromise is used. Using higher lpi for more resolution detail limits the smaller cells to fewer tones of gray, which is detail too. Perceived resolution depends on both factors.

The overall significance of this halftone grid is that the printer must use several of its dots to simulate tones of gray to represent each one pixel in the image. This greatly reduces the printer's real image resolution capability to a fraction of the printer's advertised dpi. Printer ink dots and image pixels are simply very different things. One gray image pixel requires many printer ink dots.

Color printers

Color printers are similar to B&W printers, in that they must print several of the printer's dots for each image pixel (except for dye sublimation printers, which can make any color on any printed dot). Inkjets have only 3 or 4 colors of ink, a few have 6 colors, and this is all they can print. They CANNOT print any one of 16 million colors on any one dot. So to represent each image pixel in various colors, shades, and intensities, the image is dithered, meaning the printer uses a pattern of several of its dots to simulate the color of each pixel in the image.

For example, to print one "pink" pixel on our inkjets, we know it must mix some red and some white. There is no white ink, white is the bare paper color, no ink at all. To make red, the printer only has the CMYK (Cyan, Magenta, Yellow, and blacK) ink colors, and so must use a few magenta and yellow ink dots, not necessarily equal numbers of each, to achieve a certain shade of red. To make lighter shades of red, blank white space is used in the right amount. Black ink dots are used to darken some colors. The average visual effect of all these individual magenta and yellow ink dots, white paper, and sometimes perhaps black ink too, looks pink to us. But all of these multiple ink dots represent or simulate the color of only ONE pink image pixel.

So it is clear that we don't get anywhere near 600 or 720 dpi of "image" resolution from our printers in Color mode. This requirement for multiple printer dots for one image pixel greatly reduces the printer's real image resolution capability to a fraction of the printer's advertised dpi. Printer specifications are real and accurate and meaningful, but are not to be confused with image resolution. Printer ink dots and image pixels are simply very different things, and one color image pixel requires many printer ink dots. This is why we need a 600 or 720 dpi printer to print an image at 150 or 200 dpi. And like B&W printers, attempting higher resolutions on color printers simply limits the pixel size area, allowing fewer ink dots, which then limits to even fewer possible color tones. We need the several ink dots in that space to simulate the correct color of the pink image pixel.

Inkjet printers do not use the four CMYK halftone screens from an image setter like commercial printing presses require. We never create CMYK images unless we are doing prepress for an offset ink press. There are unnecessary losses in RGB/CMYK conversion, particularly in the bright colors. Our inkjet printers are designed to expect normal RGB images. Their printer driver expects to convert RGB to CMYK ink, and uses dithering (stochastic with error diffusion) to produce the required color combinations from the three ink colors.

Dithering is the use of scattered dots, somewhat randomized instead of ordered halftone grids, which looks smoother on low resolution devices. The printer's limited combinations of three ink colors can rarely make the exact color for an image pixel. There is usually an error, a difference in the desired color of the image pixel and what the printer's dots of three colors can do.

Error diffusion means that the color error difference is carried over to four adjacent image pixels, one to the right and three below the pixel in error. Those next pixels are intentionally overcompensated in the opposite amount. If the possible dot combination for one pixel is not red enough, the next neighboring pixels are made overly red, so to speak. Then their own error term is carried over to their neighbors in turn. As this process moves across the image, compensating the color error, it all balances out and we see the right color.

Stop and think a second about what you see. Photo quality on an inkjet printer needs images around 250 dpi. However, video screen images are displayed on the monitor at about 75 to 100 ppi apparent size. Yet the video image usually looks better. The big difference is that every RGB phosphor dot on the screen can reproduce ANY of the 256 intensity values. But a printer's ink dot can only be either present or absent (two values). Inkjets must simulate pixel colors by using combinations of several ink dots of only the four CMYK colors. Inkjet printers are relatively crude devices, and instead of more spatial resolution, what they really need is more color depth or color resolution - they need a better way to reproduce the color of an image pixel in a very small space on paper. They can't use more pixels, smaller pixels simply limit even more their ability to accurately simulate the correct color of each existing image pixel.

Scale photo images to print at 240 to 300 ppi

This is a good guideline for inkjet printers (1440x720 dpi, 2880x720 dpi, 1200x1200 dpi, even 2400 and 4800 dpi) for printing Color or Grayscale photo images in high quality mode on good photo paper. There is not much benefit from the larger numbers, not when the ink dots are much larger than the grid to hold them.

Line art mode is the exception, being 1-bit 2-color B&W with no gray, no halftones, no dithering. In line art mode, the printer CAN use its full resolution, because pixels and ink dots can be the same spacing then. Every line art image pixel is either Black or White, and the printer can make black dots without dithering colors. You may want to print 600 dpi line art images, since line art is the exception, the one mode when the printer can use an image resolution equal to the ink dot resolution of the printer.

But for Color or Grayscale modes, image pixels and printer ink dots are very different concepts. Images at 200 to 300 ppi are very appropriate for inkjet printers. Generally about 250 ppi is ideal on photo paper for color or grayscale. 300 ppi may be slightly better at times, but it will be difficult to see, and even 150 ppi images might sometimes be acceptable, for larger images, or for plain paper. It used to be that the lower printer dpi rating number divided by 3 or 4 was a very crude approximate range for printed images, but it loses all meaning for today's inflated 2400 and 4800 dpi numbers (the ink dots are simply much larger than these grid locations to hold them).

See the chart on page 86 for guidelines for other printing cases. Scaling to more printed resolution than that won't be very helpful. Often we can only print what is convenient for the image size we have, and if that resulting number comes out at say 187 ppi, then that's just fine, there's no alternative for that image and that printed size. Paper quality varies too (ability to retain small ink dots), and 150 ppi is plenty for plain paper.

Images vary too, some are sharp and some are not. Sometimes more than 150 ppi won't help much. The low-end of the range is often fine, experiment to see if you can tell much difference. Giving the printer huge images can be pretty slow, it takes the printer time to receive and discard all of those pixels. Note however that if you are printing the printed image larger than the original photo, then the scanning resolution should be increased accordingly, in the same ratio as the image size (see Scaling in the previous section).

Inkjet printers have come a long way in the last few years, and the once impossible photo quality (not very long ago) is taken for granted today. The 6-color photo inkjet printers became the state of the art for printing photographs at home. They add light magenta and light cyan ink to provide more choices to help color accuracy, and specifically to help hide the ink dots in the light areas. These photo printers in some cases can take advantage of higher image resolution. The current best inkjet printers also have smaller ink dot drop sizes available, and these also help simulate the lighter colors. 6 ink colors is very good, but less important on the newest printers today, they are all great.

Epson always suggested printing images at 240 ppi for maximum detail on the good photo paper. Some people say they see improvement at 360 ppi on the best new 6-color models, but I can't say I can detect this on an Epson 780. Perhaps we are looking for different things (see page 98). Experiment in the 240 to 360 ppi range on your sharpest images. Many of our snapshots really don't have maximum sharpness, and don't need maximum resolution, but some images certainly can use more, and up to 300 ppi is a good routine goal for photo paper. But 300 ppi is not a "gotta have it" goal in every case. 240 ppi is likely about as good.

HP REt ink dots are 600 dpi, but in REt mode, HP uses a unique technology that blends colors by printing several ink drops on any one dot. A pixel's color value is dithered on the same one dot location instead of by a group of dots. Some of these possible combinations are murky, but each dot can still make many useful colors (instead of one color) and error diffusion dithering still corrects any error. It is not continuous tone, but it's rather close. To an extent, printer dots and image pixels can be matched one for one, like on a monitor but with higher color error. Printing inkjet images at 300 ppi is sometimes reasonable, but you have to look mighty close to detect any difference over 250 ppi.

You'll hear many strange things on the internet, including about how some users claim to scan and print color photos at 480 ppi, 600 ppi, even 1440 ppi, and WOW, do their printed images ever look better. Yeah, sure they do, but don't believe everything you hear. It is very advisable to test this yourself, because inkjet printers don't have nearly that much photo image color resolution. The good commercial dye-sub printers (tens of thousands of dollars), and the Kodak and Fuji optical printers (laser light onto silver halide photo paper, chemically developed) want 300 ppi images. 300 ppi is plenty for humans. What we see on paper is generally less about the image resolution, and more about the printer's ability to actually reproduce those pixels. It's a real stretch to imagine that an inkjet printer can use 600 ppi color images.

Do experiment to satisfy yourself that 240 to 300 ppi is reasonable to give you all the photo quality there is to get, so you don't needlessly waste time and memory or disk space scanning with higher resolution that is not useful. Giving the printer excessive pixels can even be detrimental to the printed image, depending on how skillfully the printer discards the excess.

I want to print the image BIG

Me too, but my preaching about 200 to 240 dpi being needed for today's good inkjet printers is scaled "at the paper". If printing at the original size (100% scale), then that is also the proper scanning resolution. But if enlarging the printed image, then it will certainly require more scan resolution for the best results, as just explained in the section on scaling. And this can be a problem.

The problem is this: If you want to print an image at 200 dpi at the paper, and you want to print it at 2 times the size of the original, then you need to scan the original photo print at 2 x 200 = 400 dpi in order to have enough pixels to scale it this large, to achieve 200 dpi at the paper again. The scanning resolution is the printing resolution multiplied by the enlargement factor (this is true regardless if printing at 200% or 50% size).

Let's say it one more time: The ratio of (scanning resolution / printing resolution) is the printed enlargement factor of the original. If you scan at 300 dpi and print at 150 dpi, it will print twice the size of the original. (300/150 = 2X)

If you will enlarge a 4x5 inch photo to print 8X10 inch size, and if your printer likes 200 dpi, then it's disappointing to scale the size back to 200/2 = 100 dpi on paper. Theoretically, you instead need to scan 4x5 inches at 200x2 = 400 dpi to allow scaling back to 400/2 = 200 dpi for 8x10 inches, as was discussed before. If you want to print 3X size at 200 dpi, you should scan at 600 dpi to have enough pixels to scale to 200 dpi at 3X size.

Note that this will produce a really huge image (pixels and bytes), and there are other practical issues too. Let's be realistic about printing enlarged images. In the real world, we really don't benefit much from scanning color photo prints at resolutions of more than 300 dpi. Many images are not all that sharp, and 200 dpi is often plenty. Scanning film can do very greatly better, but 300 dpi is pushing the limit of what color prints have to give.

Therefore, enlarging color prints to print 2X or 3X times original size is often a little disappointing, the results won't be as sharp as we might have hoped for. It certainly will never be as sharp as the smaller original. You can scan the photo prints at 600 dpi, and the pixels will indeed be smaller then, but when you scale and print these images, all the fantastic detail that you might have hoped for won't really be there. The result can be decent, but there won't be any miracles.

NOTE: B&W prints can be better, depending on factors like degree of original enlargement. Old historic prints were often contact printed from very large negatives, and 600 dpi might be useful in some cases (if you need that size). But color prints typically don't often offer much over 300 dpi, and sometimes 200 dpi. This represents a practical limit preventing perfect enlargement of scanned color prints.

Assuming your computer's memory will tolerate it, then if you do need to print 2X size at 200 dpi, do scan at 400 dpi. If you do need to print 3X size at 200 dpi, do scan at 600 dpi. If it is not a pain to do it, sure, why not? But don't be surprised when your enlarged results are not as detailed as you might have assumed. There are limits to what we can do well. 150% enlargement from prints can be pretty good. And 200% is not too bad, but 300% is asking a lot from enlarging color prints.

But if your computer's memory limitations will not allow such huge scans from color prints, you are really not missing much. I'd suggest scanning at 300 dpi, just for the warm fuzzy feeling of knowing you have done everything that is possible, and that you have obtained everything available in terms of original detail. There won't be much difference in the printed image than if you had scanned it at 600 dpi. Yes, you'd like to have more detail than this for the printer, but you don't often get more detail from a color print than what 300 dpi will give.

The good answer for creating huge images to print large is to use a film scanner to scan the film instead.
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Scanning Line art

The scanner makes a good copy machine when used with a laser or inkjet printer. You can easily crop the image in the preview to remove the black borders that real copy machines often cause. You can crop out the advertisement in the adjacent column. You can remove the black spots where there were staple holes. You can enlarge or reduce the image, lighten or darken it, etc. In particular, you can remove dark backgrounds that prevent readable copies. Some very pretty copies can be made. Or, you can just lay it down and scan and print, just like a copy machine.

For copying text to the printer, or for OCR, use 300 dpi and Line art mode. Line art mode is 1-bit 2-color (B&W) like ClipArt or fax. Since there is no Gray, the printer can use its full resolution and CAN print 300 dpi. If a 600 dpi printer, then you can scan at 600 dpi. Since Line art mode is only 1/24 the memory size of color, we can handle the large image without much pain. A Line art 8.5 x 11 inch page at 300 dpi uses "only" one megabyte of memory, and 600 dpi would be 4 megabytes (however 600 dpi color would be 100 megs!). Frankly, 300 dpi scans of most text documents look fine on a 600 dpi laser printer, and more scan resolution is not often very useful (but the highest quality requirements will print 600 dpi line art).

So note that this is suddenly a new tune we're singing. For Color or Gray scale scans, you have little (if any) reason to ever approach 300 dpi. For Line art scans however, including OCR, you're probably always at 300 dpi. I've made the assumption that we are printing these images. For display on a video monitor, then 300 dpi is probably too large to be useful.

OCR has the same requirements as any ordinary copy work. We can discuss them together because either way, the goal is to obtain a scan with sharp clear dark text. I'll mention OCR first, but we are really speaking about acquiring any Line art image in general, including for printing copies of documents.

When scanning clean laser-printed documents, it doesn't much matter what you do, it'll be great. Magazine type is not nearly so clean, and newspapers are much worse, and reducing Threshold into the 80-100 range can often help greatly. However, depending on your OCR software, you may or may not be able to access your TWAIN driver's Threshold settings.

My frank opinion is that the free OCR software that comes free with most scanners is not very useful, it is too limited. You will enjoy better software if you use OCR very much.

NOTE:   If you might be looking for better OCR software, ScanSoft is offering a very special price to guests of scantips.com, for their OmniPage Pro 12 or Textbridge Pro 11.   Check it out for a real deal.

Both OmniPage Pro and Textbridge Pro can also capture graphic images and can maintain text columns. Both are awesome programs, but both programs will still make more errors than you really would desire.   Both include good error proofing tools that show you the highlighted word in the original image for comparison, which is a great help to know that the "rn" is really an "m". The biggest common problems for OCR are colored backgrounds, and smudgy print. Having control over the scanner Threshold setting will help both problems substantially.

If your OCR software does not allow adequate control of Threshold (sometimes called Brightness), for any problem cases (like black text on a dark background) you can always use conventional image programs to scan the image separately as 300 dpi Line art, and use the TWAIN driver Threshold control to make the images perfect. Then you can use the Clipboard or TIF files to transfer the image to the OCR software for processing. All of the following material is very pertinent and useful if using the TWAIN driver, and at the least, will show the importance of the Threshold control.

Generally 300 dpi will be best for scanning typical text sizes for OCR. The two programs above both want and use 300 dpi. Excessive resolution can be counterproductive for OCR unless the characters are tiny, because the OCR software is not expecting to match character bitmaps that large. A printer's Point is defined to be 1/72 inch (a 9 or 10 pt character font fits into a 12 pt line spacing, called leading, altho fonts vary in actual size). The space for 12 point leading or line spacing should be 12/72 = 1/6 = 0.167 inches tall. At 300 dpi, that's 50 pixels for the height of the line.

This 300 dpi sample from PC Magazine was printed at about 6 lines to the inch. That's not large type, but it is a big bitmap, it's more than enough detail to define a really good A or B, and more pixels than this are not going to help. The scanner has done its job, and it's up to the OCR software now to decode those pixels. If your scanner produces Line art images like this, and the OCR still doesn't work well, then look to your OCR software, not the scanner.

300 dpi is typically the size range that the OCR software is expecting to see, the software is designed for 300d dpi. If we doubled resolution to 600 dpi for OCR, we'd have a bitmap 100 pixels tall for 12 point type. That's huge, almost wallpaper <grin>, and the software may not recognize huge character bitmaps as easily as normal size characters. If you are scanning tiny characters, smaller than 8 points (say 10 or more lines per inch), then do use more resolution to make the characters be normal size, perhaps up to 400 dpi. Interpolated resolution is just fine for Line art, that is really its only purpose anyway. The idea is for size rather than for detail (your original document probably doesn't have that much detail anyway). But if scanning unusually large characters, then less, not more, resolution may be desirable.

Threshold is the key for Line art

In Line art mode, every pixel has only two possible values. Every pixel will be either black or white. The Line art Threshold control determines the decision point about brightness determining if the sampled value will be a black dot or will be a white dot. The normal Threshold default is 128 (the midrange of the 8-bit 0..255 range). Image intensity values above the threshold are white pixels, and values below the threshold are black pixels. Adjusting threshold is like a Brightness setting, to determine what is black and what is white.

Microtek ScanWizard 5 converts the histogram graph to be the threshold control when in line art mode.

Umax VistaScan 3.5 uses the Brightness control for line art threshold. MagicScan 4.2 uses the Highlight control for Line art threshold, and both Preview images show the result visually.

Other brands normally do the same. Normally, threshold will be the only control enabled in line art mode, the only one that has any effect, regardless of what it is named. Some show the graph, and some don't, but all show the Preview

Setting the scanner's Line art Threshold control lower is often required to lighten colored or dirty magazine backgrounds like this one from a magazine. One quick click to lower Threshold from 128 to about 85 will greatly improve this type of scan. Once you've done it a time or two, you won't even have to look. And needless to say, it would change OCR on this document from impossible to fine (hint, hint). The OCR software wants to make characters out of all those black dots, but it can't know what is text and what is noise.

[image: image15.wmf]
From this with Threshold = 128

to this with Threshold = 85

The images above are 120 dpi for smaller video size here. The original was scanned at 300 dpi to copy on the laser printer for my wife, and she much prefers the copy to the original.

Microtek ScanWizard presents the Threshold control in the form of a histogram with only a threshold black point. The histogram graph is well explained in the A Simple Way pages later. Basically the graph is a barchart that shows the count of every pixel tone value in the image, and how the count of pixels is distributed from Black at 0 on the left end to White at 255 on the right end.

The small clips above were from the top right column of this document, about the worst part. Normally a white background will be a huge pixel count at the far right end of the histogram. A colored or gray backgound has a much lower luminance value. This histogram peak was at 135, which is the much lower tone value of the colored background, and you can already see in ScanWizard's upper right hand thumbnail image that this scan will be quite dark, before you scan. The default Threshold value of 128 picks up quite a lot of the colored background pixels and turns them black, and we can easily see that right here. The left peak is of course the black text, and the large right peak is the background, so it's a very easy decision where the threshold should properly be.

Moving the threshold to the left (grab the black triangle with the mouse and slide it over), back to about 85 (where I have added the black dot marker, well down on that flat floor), gives a very nice scan with plain white background and black text. In Line art, every histogram value to the right of the threshold is necessarily white, and every value to the left is necessarily black, because that is the definition of threshold. So the effect here is to change all tonal values from 85 to 128 from black to white. Moving the threshold is our choice to make, but we have a lot of help to make it. Try it, experiment, it will be very clear and easy.
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